
For imaging OEMs, the challenge extends beyond compute performance. Every new platform
must also support long product lifecycles, regulatory validation, predictable revision control, and
reliable supply over years of production. While choosing the right hardware foundation is largely
based on performance requirements, it is also a product lifecycle decision that depends as much
on the engineering team standing behind the platform as the platform itself. 

Medical image fusion illustrates this challenge well. Combining CT, MRI, PET, and other imaging
modalities requires sustained data throughput, GPU acceleration, and increasingly AI-assisted
processing. These systems must operate reliably in clinical environments where stability,
compliance, and deterministic performance matter as much as raw computing power.

From Point of Care to Cloud: The Data Pipeline Behind Fusion
Every medical imaging platform follows a similar workflow, from image acquisition and
reconstruction to visualization, diagnosis, and long-term data management. While each stage
has different performance requirements, two points consistently demand higher computing
resources: acquisition and reconstruction related to imaging modality, and real-time visualization
for decision-making and navigation in the OR.

Medical imaging systems are becoming
more capable every year. AI-assisted
segmentation, multi-modal image
fusion, and real-time visualization are
quickly moving from advanced features
to standard expectations
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Three Clinical Applications of Fusion
Diagnostic Oncology: 
Locating Tumors with Precision
Diagnostic oncology puts heavy demands on
the acquisition platform: large imaging datasets,
AI-assisted segmentation, and multi-modal
registration often run simultaneously, without
compromising system stability. Fusing CT onto
PET gives clinicians a structural roadmap: where
the tumor is, and how close it runs to vessels
and other critical structures.

That fused view runs on the same acquisition or
diagnostic workstation that pulls in and
prepares the raw scan data. That's what the
IMB711 server board is built for: high-
throughput, multi-channel image ingest with
enough headroom to run AI segmentation
alongside it. For an OEM, that headroom lets
you later retrain or scale models without
redesigning the platform.
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CPU: 5th/4th Gen Intel® Xeon®
Scalable processors, up to 270W TDP
Memory: 8x DDR5-5200 ECC RDIMM
Expansion: 4x PCIe x16 double-slot
cards, plus 2x MCIO (PCIe Gen5 x8)
Storage: 6x SATA-600 with RAID
0/1/5/10, plus M.2 Key M 2280
Networking: 2x 10GbE (Intel X550-
AT2) + 1x dedicated IPMI LAN
TPM 2.0, redundant BIOS & BMC
Certification: IEC 60601-1 

The Capture Engine: IMB711



Intra-Op Navigation: Real-Time
Guidance in the Hybrid OR
Fusion works differently in the surgical
suite: a static 3D CT vascular map is
overlaid onto live 2D fluoroscopy, a key
capability in many hybrid OR  workflows.
In effect, it provides the surgical team
with AR-style navigation, improving the
accuracy of punctures and catheter
placement during the procedure itself. 

Because it happens live, the bar is
different from diagnostic imaging:
deterministic real-time performance at
full GPU load, with latency low and
predictable enough that the on-screen
image keeps pace with the room. This is
the same rendering workload as the pre-
op planning case above, and it's what
mHPC501 is built to drive: deterministic,
multi-display 3D intra-operative fusion
running reliably beside the sensitive
equipment already in the OR. For
integrators, that reliability lives past the
spec sheet: it's why the platform's
medical-grade power supply and EMC-
conscious design matter as much as raw
compute when it shares a room with
other life-critical electronics.

This is an AI generation and rendering job: building
an optimized 3D model from data that's already
been acquired. The mHPC501 healthcare 
server pairs AI inference with GPU 
headroom to generate and 
manipulate patient-specific 
models and is consistently
responsive enough to use 
during live planning to
accelerate processes.
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CPU: 5th/4th Gen Intel® Xeon® Scalable
processors, up to 350W TDP
Memory: 8x DDR5-5200 ECC RDIMM
Expansion: 4x dual-width PCIe x16 slots
Storage: 2x 3.5" HDD + 4x 2.5" SSD bays
Networking: 2x 10GbE + 1x IPMI GbE LAN
Power: 1000W medical-grade 

Orthopedic Pre-Op Planning: 
Faster, More Precise Surgical Prep
Modern surgical planning increasingly relies on
patient-specific 3D models generated from multiple
imaging modalities. The engineering challenge is
less about creating a single visualization than it is
about supporting repeated AI inference, large
memory footprints, and smooth interaction during
planning sessions.

The Navigation Engine: mHPC501 
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As imaging moves toward multi-modal, real-
time fusion, the platform under it has to keep
pace without adding delay and without giving
up any of the safety a clinical setting demands.
IMB711 and mHPC501 cover both ends of the
pipeline: IMB711 on the acquisition and
preparation side, mHPC501 on the AI
rendering that turns that data into usable 3D
models for planning or live guidance.

But performance is the easy part to match.
What actually de-risks a medical build is
everything around it. Axiomtek's design and
manufacturing operations have been assessed
and certified to ISO 13485:2016, the quality
management system standard for medical
device design and manufacturing, covering its
medical panel computers and medical box PCs
used in medical image and data processing.
IMB711 carries IEC 60601-1 certification, and
both platforms are backed by the supporting
documentation, test reports, and compliance
references your team needs to fold into its
own regulatory submission, so certification
doesn't start from a blank page. Just as
important, they're backed by multi-year
availability with managed revision control and
advance change notification, so an EOL
surprise or a quiet component swap doesn't
trigger a re-validation two years into a device
that has to ship for a decade. Performance
plus a certification and supply path you can
plan around is where the platform choice is
actually won.

Whether you're specifying a new imaging
platform, evaluating a supplier for an existing
design, or scoping a custom build, that path
runs through Axiomtek's design-in services. It's
a US-based design engineering team working
directly with your engineers, not routed
through layers of account management,
covering everything from platform selection
through thermal design, BIOS customization,
and certification support. It's the same process
Axiomtek has run for medical OEM and ODM
customers building custom, certified systems,
carrying a project from concept to a
deployable, certified system without your team
starting from zero.

Built for the Edge of
Precision Medicine

Email us at solutions@axiomtek.com to discuss your application, or request a
datasheet for IMB711 or mHPC501 to begin your own evaluation.

US-based design engineering team —
work directly with our engineers, not
through layers of account management
ISO 13485:2016 certified design and
manufacturing for medical panel
computers and medical box PCs
Medical-grade certified hardware,
including IEC 60601-1 compliance, built
for clinical and surgical environments
from the ground up
Proven OEM/ODM track record in
custom, certified medical computing
solutions
Multi-year product availability with
managed revision control and advance
change notification, so your design
doesn't get blindsided by an EOL
End-to-end design-in support, from
platform selection through thermal
design, BIOS customization, and
certification support

Why Choose Axiomtek?
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